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In this paper, we describe a general-purpose timing and 
tracing package, called CASPER, for UNIXB System V: 
We also present the results of a study of the behavior 
of the UNIX System V fork system call using this 
package. CASPER is designed to support high- 
resolution timing and tracing of software under UNIX 
System V: With CASPER, we were able to obtain 
detailed and accurate information on the behavior of 
the f o r k system call, which led to minor algorithmic 
changes that reduced the time to execute small forks 
by about 15 percent. 
Introduction 

level designers to instrument and understand the behavior of the 
UNIX@ system kernel. (Kernel refers to the software that provides core 
operating system services.) Hardware monitors are costly in terms of 
both dollars and setup time. UNIX System V does support kernel level 
profiling, which gives breakdowns of system CPU usage by kernel func- 
tions. However, the measurement process has some intrinsic limitations 
that detract from its usefulness. 

For example, data for the UNIX system's kernel profiler is col- 
lected by periodically sampling the value of the program counter. 
Because the clock interrupt handler does this sampling, the profiler 
most likely will not have samples of any work performed by the handler. 
Another problem with the profiler is the rate at which it samples the 
program counter. This rate, which typically has a period of 10 ms (milli- 
seconds), is too coarse to measure actual CPU usage accurately. 
(Panel 1 defines acronyms, terms, and UNIX system tools mentioned in 
this paper.) As a result, we must take a statistical approach involving 
many samples. (For a discussion of the intrinsic problems of sampling 
based profilers, see reference 1.) Finally, because of its maturity and 
monolithic structure, the UNIX System V kernel tends to spend little 
time in any single routine, which makes function-level breakdowns less 
useful. 

There seems to be a dearth of useful tools available to kernel 

In this paper, we will first describe a new general-purpose 
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package, called CASPER, that supports timing and tracing 
of UNIX System V software at both the user and kernel 
levels. We will then describe how we were able to use 
CASPER to gather timing data and information on other 
resource requirements of the f o r k  system call. With this 
information, we were able to improve the performance of 
small forks by about 15 percent. 

design and the functions this package provides. For a more 
detailed discussion of its architecture and implementation, 
see reference 2. 

To begin, we present an overview of CASPERs 

Overview of CASPER Architecture 
Historically, UNIX system kernel designers have 

not had adequate tools to measure and understand the 
behavior of the systems that they build. In the absence of 
such tools, kernel developers have had to fashion their own 
tools or forgo instrumentation and use intuition and 
instinct. 

In fact, CASPER began as a set of specialized 
software designed to collect page-fault traces on UNIX 
System Y It has evolved into a general-purpose package 
that provides high-resolution timing and tracing services 
for software-at the user and kernel level-under UNIX 
System Y These services include: access to a high- 
resolution timer, buffering of event records, secondary 
storage of these time-stamped event records, and data 
retrieval. CASPER runs as a kernel-level daemon process. 
Access and control of CASPER from user level are pro- 
vided through a special file, and the file-system 
permissions set for this special file govern who can use 
CASPER. 

High-Resolution Timer. The standard UNIx System v 
clock is interrupt driven. At each clock interrupt, the value 
of a special clock variable is incremented and certain oper- 
ating system services are performed. The clock's period is 
typically 10 ms or more, a resolution often too coarse to 
time many of the events that interest us. 

Fortunately, many systems have access to a higher 
resolution clock that can be polled for its value. (For sys- 
tems that do not have this hardware, we must rely on the 
standard UNIX system clock. The alternative is to build a 
plug-in board with such a timer on it-still less expensive 

Panel 1. Acronyms. Terms. and UNM Svstem lbols 
attach 

bC0PY 
CASPER 

casrecord 
contmemall 
CPU 
DBD 
exec 
exit 
fork 
getcpages 
insert 

MMU 
Page 

PID 
p r o c d u p  
ptalloc 
r-lis t 
region 

setuctxt 
shell 
u-area 
ubal loc  

' add a region to a irocess's address 
space 

copy a block 
tool for tracing UNIX System V user 

and kernel software 
generate a CASPER record 
allocate contiguous memory 
central processing unit 
disk block descriptor 
execute a new program 
terminate and leave a process . 
create another UNIX system process 
get physically contiguous pages 
CASPER tool to instrument C 

programs 
memory management unit 
basic Unit of physical or virtual mem- 

ory management 
process identification (number) 
duplicate a process 
allocate a page table 
array of pointers to page tables 
contiguous portion of virtual address 

set user context 
command intepreter program 
user area 
allocate a user area 

space 

than a hardware monitor.) On the AT&T 3B2 computer, 
where CASPER was initially implemented, this clock is the 
short interval timer that generates clock interrupts. CAS- 
PER examines this timer, which has a resolution of 10 p s  
(microseconds), to time stamp events of interest. 

Event Records. An event record tells whether a par- 
ticular event has occurred and contains a synopsis of the 
state of the system when that event occurred. For exam- 
ple, we might trace such events as entering and leaving a 
particular function, the arrival of a network message, or 
the completion of a disk task. 
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Panel 2. Sample code to Recold an Ewnt of Interest 
struct event-record { 
char event-type; /* the type of event that occurred */ 
short pid; /* process id responsible for event */ 
int size; /* size of data for event */ 
1 ;  

#define CHECKSUM 0 X 10 

/ *  * Checksum(data, size, sum) finds the checksum f o r  the <size> bytes of 
* the data starting at <data>. If the calculated checksum is different 
* from <sum>r return -1 to indicate an error; otherwise, return 0. 
*/ 

checksum(data, size, sum) 
char *data; 
int size, sum; 

int crcsum ; 
struct event-rec rec ; 

rec. event-type = CHECKSUM ; /* event is a CHECKSUM */ 
rec-pid = u.u-procp->p-pid; /* get process id from proc table */ 
rec.size = size; /* record size of checksum request */ 
casrecord(&rec, sizeof(rec)); /* call CASPER to timestamp and save record */ 
crcsum = crc (data 
if (sum == crcsum) 

return 0 ;  
else 

return - 2 ;  

size) ; 

1 
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To support general-purpose tracing of arbitrary cation (PID), value of the program counter, or length of a 
job queue. 

To use CASPER, a user identifies places in the 
source code that correspond to events of interest and 
includes code to generate an event record (see Panel 2). 
This record is then passed to the CASPER routine 
casrecord,  which takes two arguments: a pointer to 
that record, and the size of the record. cas reco rd  then 

events, CASPER allows a developer to define the informa- 
tion content of event records. In the context of the C 
language, this simply means: The developer defines a 
structure whose fields contain a flag, which indicates the 
event has occurred, and other variables to record the val- 
ues of various state variables at the time of the event. 
Examples of these state variables are: the process identifi- 
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accesses the high-resolution timer to generate a time 
stamp, and copies the record into a circular buffer main- 
tained by CASPER. At some point, CASPER will arrange 
to have the circular buffer’s contents copied to a user- 
specified file. Once the data is written to this file, a user 
can post-process it for analysis. CASPER provides high- 
level routines to give a user access to the data at the 
record level. 

Function Level Profiling. Using CASPER, we can mea- 
sure the elapsed time between any two events by inserting 
calls to cas reco rd  before each event and noting the dif- 
ference in time. If we choose these events as function 
entry and function exit, we can measure the elapsed time 
within a function. CASPER provides a utility program, 
called i n s  e r t, that parses C programs, identifies func- 
tions and their exit points, assigns unique identifiers to 
them, and inserts calls to CASPER to save entry and exit 
information. This information can then be post-processed 
to give breakdowns of the amount of time spent in differ- 
ent functions. 

The F o r k  System Call 
We now present our study of fork behavior. To 

begin, we provide some background information on the 
internals of the fork system call and the memory man- 
agement architecture of UNIX System V Release 3. For 
additional information about the architecture of the UNIX 
System V kernel, see reference 3. 

context or state that consists of the following: 
A unique PID number 
An entry in the system-wide process table 
A u - a r e a (user area) 
A virtual address space. 

Each process running on a UNIX system has a 

The PID number provides a way to refer uniquely to each 
process in the system. The process-table entry and the 
u-area contain state information that the operating sys- 
tem needs to schedule and execute the process. This 
information includes: a register save area, a separate stack 
for use while executing a system call for the process, the 
process priority, and a pointer to the virtual-address-space 
information. 

The system uses virtual addresses so that several 

programs can coexist in memory at the same time. Fur- 
thermore, programs are not limited by the amount of 
available physical memory. The virtual address space is the 
range of virtual addresses that the system recognizes. 
Each process has its own virtual address space, and the 
memory management subsystem maps pages in the virtual 
address space to actual physical resources. As a minimum, 
the virtual address space includes the process’s text (the 
instructions that the process is executing), its data, and its 
stack (a last-in, first-out temporary storage area). 

New processes are created under the UNIX oper- 
ating system with the f o r k  system call. The new process 
that a fork creates is referred to as the child, and the proc- 
ess that invoked the fork is called the parent. Although fork 
creates the child as an exact duplicate of the parent, the 
child is given a different PID number. Thus, the steps 
involved in executing a f o r k  system call are: 
1. Allocate a new process-table entry and initialize it with 

the contents of the parent’s entry. 
2. Allocate a unique PID number. 
3. Allocate a new u-area and initialize it with the con- 

tents of the parent’s u-area. 
4. Duplicate the address space of the parent process for 

the child. 
The memory management unit (MMU) on the 

AT&T 3B2 divides the 32-bit, 4-Gbyte (gigabyte) virtual- 
address space into four equal-sized sections (Figure 1). 
Sections 0 and 1 are reserved for the kernel; the remaining 
2 Gbytes, in sections 2 and 3, are available for user proc- 
esses. Associated with each section is a variable-sized 
segment table. Each entry in the segment table points to a 
page table, and each page-table entry points to a 2-kbyte 
page of physical memory (A “k” is 1024.) 

The virtual address space of each process is com- 
posed of several regions, each a contiguous portion of 
virtual address space. A region may be shared or private 
and may be read-only or readwrite. Each process mini- 
mally has three regions, one each for text, data, and stack. 

data structure (Figure 2). This structure contains informa- 
tion such as the region’s size, its type (text, data, stack, 
etc.), the number of processes that share the region, and a 
pointer to an array of pointers to MMU-page tables that 
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Internally, each region is represented by a kernel 
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Section 
table 

Segment 
table 

Page 
table 

Physical 
Page 

2 kbytes 

Figure 1. Table organization of the memory management 
unit. The section table is a 32-bit, 4-Gbyte virtual-address 
space. Sections 0 and 1 are reserved for the kernel; sections 
2 and 3 are for user processes. 

lo4 

Figure 2. Organization 
of the region data 
structure. Each proc- 
ess has at least three 
regions (one each for 
its text, data, and 
stack). 

Region data 
structure 

r-1 is t Physical 

0 

0 

0 

0 

0 
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represent the region’s pages. This array ofpointers is 
referred to as the r-1 is  t. On the 3B2 computer, a page 
table contains 64 one-word entries that each refer to a 
2-kbyte page. Thus, a single page table can address 
128 kbytes of memory. Each page table is followed by a 
second kernel table of disk block descriptors or DBDs. 
Every page-table entry has a corresponding entry in the 
DBD table that indicates where a copy of the page can be 
found on the disk, if the page is not now in memory. 

System V uses the copy-on-write technique to 
duplicate the address space during a fork. To defer copying 
the entire address space, both the parent and the child 
receive a read-only copy of it. When either process 
attempts to write to a page in the address space, a protec- 
tion fault occurs; the kernel copies that page and makes it 
writable for the writing process. Then, only this page 
needs to be copied to the other process. This approach 
saves the processing overhead of copying the entire 
address space when the child process may reference 
only a portion of it. 

copy-on-write is implemented by making a copy of the 
region data structure-including the page tables and 
DBDs-and assigning it to the child process. Write permis- 
sions on all pages in the region are turned off in both the 
parent and child processes. The actual pages that form the 
region are not copied during the fork. 

For read-only regions such as text, the region is 
connected to the new child process through an a t t a c h  
operation that causes the region to be visible in the child’s 
address space. Because the region is read-only, we do not 
need to make a copy of the region data structure or page 
tables. The region can simply be shared. 

For writable regions such as the data and stack, 

Analysis of F o r k 

into four major sections and instrumented them to find 
their individual cost. These sections are: 

Process-table search-Finds a free entry and unique 
PID. 
u b a 1 l o c  (user block allocator) routine-Initializes the 
segment tables and allocates the pages for the child’s 

We separated the actions of the f o r k  system call 

u - a r e a .  (User block is synonymous with u-area . )  
se t  u c  t x t (set user context) routine-Copies the par- 
ent’s u - a r e a  and kernel stack to the child. 
Main loop in the p r o c  d u p  (process duplicator) rou- 
tine-Duplicates the parent’s address space and assigns 
it to the child. 

We ran a test on an AT&T 3B2/310 computer that 
did 100 forks of the smallest possible process (one text 
page, one stack page, one data page) and averaged the 
results (Table I). There was no other activity on the sys- 
tem while the test was run. The line for “Miscellaneous” in 
Table I accounts for the rest of the time spent in f o r k ,  
after we subtract the time spent in the major sections 
listed. Miscellaneous includes time for copying the proc- 
ess-table fields, duplicating file descriptors for any open 
files, and incrementing the reference count on the current 
directory. 

Most of the time in f o r k  is spent duplicating the 
address space. This time will increase as the size of the 
process increases, while the other sections remain 
constant. 

Performance Improvements to Fork 
We examined the code for the three largest sec- 

t ions-ubal loc,  s e t u c t x t ,  and procdup-for 
possible algorithmic or data structure changes to improve 
performance. 

Stack copy. The job of s e t  u c  t x t is to copy the 
parent’s u - a r e a  and kernel stack to the child process. 
This function is dominated by a call to b c o p  y (block copy) 
to copy the entire 6-kbyte u - a r e a .  This block copy is 
unnecessary because most of the space in u - a r e a  is 
room provided for the kernel stack to grow and contains no 
useful information during a f o r k  system call (Figure 3). 

The u - a r e a  structure occupies only 1764 bytes, 
followed by a few words for the user-file descriptors, fol- 
lowed by the kernel stack that is only a few hundred bytes 
deep during a fork. So only about 2 kbytes of data really 
needs to be copied, a third of the total u -a rea .  We 
implemented this improvement and reran the above test 
with the results in Table 11. 

As expected, the time spent in s e t  u c t x t 
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dropped from 3.17 ms to 1.31 ms, or to about a third of 
what it had been because now only a third of the data is 
being copied. This trivial code change improves perform- 
ance about 13 percent for small forks. 

spent in copying the u-area, the relative percentage of 
time spent in the procdup code increased. Our exami- 
nation of the code showed that p talloc (page table 
allocator) is called frequently to allocate memory for new 
segment tables, page tables, and the r-list array for 
each region for the child process. In particular, the child 
needs: 

Two segment tables, one for section 2 and one for 
section 3 
One page table for the data region and one for the stack 
region 
An r-1 is t array for both the data and stack regions. 

Because the text is shared, no additional allocations are 
needed for it. This requires a total of six calls to 
p tal loc for a fork of a small process. Larger processes 
will require more page tables and may require more calls 
to allocate additional space. 

We instrumented ptalloc to determine how 
much time was spent in it during a fork. The results 
showed 600 calls to p talloc during the test program 
that executed 100 forks, or six calls per fork, as was 
expected above. Each call consumed an average of 450 ps, 
or 2.7 ms per fork (450 ps x 6). A fork is now about 
13 ms, so about 21 percent of the time during a fork is 
spent in ptalloc. Because this is about half of the total 
procdup time, it seemed worthwhile to examine 
p t a 1 loc further to see if we could improve it. 

The code in p t a 1 loc maintains a list of free 
page tables using a linked list and a bitmap. The bitmap 
makes it easier to allocate the physically contiguous page 
tables that are needed for segment tables, page table and 
DBD pairs, and r-lis t arrays. A single page table is 
64 words, so there are eight per page. The linked list links 
together pages that contain free page tables, and the eight 
bits in the bitmap for each page show the locations of the 
free page tables. If more than eight physically contiguous 
page tables are needed, new physically contiguous pages 
are allocated from free memory. 

Page Table Allocation. Because less time iS now 

Table 1. Averaged Results for the Smallest Process 

Mean time 
Section (ms) 

Search 0.67 
uballoc 3.86 
setuctxt 3.27 
procdup loop 5.84 
Miscellaneous 1.07 

Total fork 14.71 

Total time 
Variance (%I 

0.09 5 
0.44 26 
0.05 22 
0.48 40 

7 

3.67 100 

- 

Only very large processes may need more than a 
few physically contiguous page tables (which would be used 
as segment tables). For example, a single page table for 
the r-lis t array can manage a region of 8 Mbytes (meg- 
abytes). Page tables and DBDs are only allocated in pairs. 
Segment tables typically use only three contiguous page 
tables. Thus, an allocation algorithm that optimizes for the 
most frequent cases of one, two, and three contiguous 
page tables might help. 

However, each newly allocated page table must be 
cleared before it is used. The memory traffic to clear the 
page tables could be dominating the total ptalloc time, 
so we added an extra CASPER instrumentation point to 
find out how much of the p t a 1 loc time was spent in 
clearing the page tables. This confirmed that 60 percent of 
the time in p t a 1 loc was spent clearing memory. There 
is no optimization to be done here, because the page tables 
must be cleared to ensure that all the page table valid bits 
are off before they are used. 

What about the remaining 40 percent of the time 
in ptalloc? An allocation algorithm that optimizes for 
small page table sizes might cut this time in half at best. If 
we save 20 percent of the time in p t a 1 1 o c, we would 
save 20 percent of the total 21 percent that fork devotes 
to ptalloc, or only about 4 percent for the entire fork. 
Such a small savings did not seem to warrant the added 
complexity in the code, especially when there was no guar- 
antee of improvement. So, we decided not to alter 
p ta 1 loc. 

Getcpages. The ptalloc routine calls 
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Unused during fork I 

-2 kbytes 

I File descriptors 

User structure 

0 i 
Figure 3. Layout of the user area u-area. On a fork, only the 
area in use by the parent process really needs to be copied to 
the child. 

g e t c p a g e s  (get contiguous pages) to allocate more 
physically contiguous memory when it cannot get enough 
space from its own free list. G e t c p a g e s  in turn calls 
c o n  t m e m  a 11 (contiguous memory allocator) that does 
the real work of finding contiguous pages. Our examination 
of the common cases showed the code for co n t m e m a 11 
was inefficient. 

The current algorithm for c o n t m e m a l l  starts 

Table II. Averaged Results After Stack Copy Improvement 

Mean time Total time 
Section (ms) Variance (%I 

Search 0.66 0.07 5 
uballoc 3.85 0.37 30 
setuctxt 1.31 0.15 10 
procdup  loop 5.78 0.36 46 

9 Miscellaneous 1.12 - 

Total fork 12.72 2.83 100 

its search for contiguous pages at the first page of memory 
after the fixed portion of memory that the kernel occupies 
after booting. The algorithm then sequentially examines 
each page cf memory in the system to see if the page is 
free. I f i t i s ( and i f con tmemal1  wasaskedtofindn 
contiguous pages), the algorithm then checks the next 
sequential n-1 pages to see if they are also free. If they 
are, the search ends and the memory is allocated. If not, 
then the sequential search continues until all memory has 
been examined. 

request only one page. We can infer this as follows: 
I DBDs and page tables are only allocated in pairs of 128 

I A one-page segment table would be enough for 32 

I A one-page r-lis t is enough for a 64-Mbyte region. 
So, it should be rare that c o n t m e m a l l  ever allocates 
more than one page. 

count how many calls were made to c o n  t m e m a 1 1 and 
how many calls asked for more than a page. The system 
was then used for a normal day’s work, including building 
new kernels, editing, and so on. Of thousands of calls to 
c o n t m e m a l l ,  only two requested more than a page. 

If only a single page is needed, then it can simply 
be removed from the free list of memory and we can avoid 
the linear search of main memory For cases that require 
allocating more than one contiguous page, we can improve 
the algorithm further by noticing that a contiguous section 
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The overwhelming majority of cases, though, 

words. 

Mbytes of address space. 

To confirm this, we instrumented the code to 
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Figure 4. Region data 
structure with direct 
page-table pointer. An 
r-list array is not 
required when a 
region has only one 
page table. 

~ 

a 
a -t 

Region data 
structure 

Size 

2 kbytes 

Page 
table 

Physical 
page 

of memory that is potentially free must start with a free 
page. Because a free list of memory already exists, there 
is no need to perform a linear search to find a free page. 
The algorithm can simply run down the free list and then 
test contiguous pages that follow each entry to see if they 
are also free. This saves the time of looking at memory 
pages that are already in use. On heavily loaded systems 
where memory is tight, the savings can be great because 
the free-list search is short compared to a linear search of 
nearly all main memory. 

The r-lis t Array. The r-1 is  t array is always 
allocated in multiples of page tables. Even the smallest 
region has a full 64-word r-1 is  t array. While memory 
space is not an issue here, allocation time is. 

contains up to 64 pages of 2 kbytes each. Thus, one page 
table can serve regions up to 128 kbytes in size. Almost 
every standard UNIX system command fits into text and 
data regions of this size. Stacks rarely grow larger than 
one or two pages. Therefore, the most frequent cases only 
need one word in the r-list. This can be easily imple- 
mented by changing the region structure's r-1 is  t field, 
which currently is a pointer to an array of pointers to page 
tables. We can make this field a union of this pointer and a 
pointer to a page table. So, in the common case where 
there is only one page table in the region, the r-1 is  t 

Each entry in the array points to a page table that 

field points directly to this page table (Figure 4) and thus 
avoids a level of indirection, the allocation of the largely 
unused array space, and the deallocation time during 
exit. 

We expect this optimization to save two calls to 
ptalloc per fork (one to allocate the r-list for the 
data region, and one for the stack region). Because each 
p t a 1 loc takes about 450 ps, this would save 900 ps 
per fork, or 6 percent. 

Extending Copy-on-Write. A good portion of the time 
(about 20 percent) during the fork is spent copying the 
page-table entries to the child and turning on the copy-on- 
write bits in both the parent and child processes. Copy-on- 
write is a great savings when the child process does an 
exec soon after the fork. To save time during the fork, 
we can defer copying the user data until a write is 
attempted to it. Because the write may never occur, much 
time can potentially be saved. 

We can extend this concept of lazy evaluation fur- 
ther to the region level. If we can save time by deferring 
the copying of actual data, why not also defer copying the 
page-table entries to save more time? To implement this, 
we can attach the regions in a read-only mode (using the 
segment permissions) until either the parent or child proc- 
ess attempts to write to the region. The faulting process 
now copies the region, turns on the copy-on-write bits, 
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and continues. 

before the parent writes to its regions. Then, when the 
parent does a write and gets a fault, the region’s use 
count will be back to one, and the region can simply 
be reattached in r e a d k i t e  mode. This eliminates the 
needless copy-on-write faults that occur in the parent 
when it faults on write-protected pages whose count is 
already at one. The savings are potentially large for long- 
lived programs, like the UNIX system s h e  11, that fork 
frequently, 

write on a per-segment basis. When a region is duplicated, 
the page tables would be shared. Segment permissions for 
shared-page tables would be set to read-only to implement 
copy-on-write for the page tables. This technique requires 
a new page-table data structure that contains a use count. 

shared, the faulting process makes a copy of the page 
table, turning on both the copy-on-write bits and the write 
permission for that segment. If the use count on the page 
table is one, then the segment permissions can simply be 
changed to readlwrite. This approach again has the advan- 
tage that it eliminates needless copy-on-write faults after 
sharing has ended. 

Suppose the child issues an e x e c  or e x  i t s  

A further extension to this is to apply copy-on- 

If a write fault occurs in a page table that is 

Summary 
Using the timing and tracing services of CASPER, 

we have been able to obtain detailed information on the 
resource requirements of the UNIX System V f o r k  sys- 
tem call. The existence of a package such as CASPER has 
allowed us to concentrate on data analysis rather than on 
the data-collection process. The entire f o r k  analysis 
described here was accomplished in a single day, which 
would not have been possible without CASPER. 

We concentrated on those sections of code with 
the greatest potential gain and redesigned the algorithms 
so they efficiently handle the most common cases. As a 
result, we have demonstrated that we can improve 
(reduce) CPU time for small forks by about 15 percent. 
With another small change in the way the r-1 is  t array is 
implemented and managed, we can improve the CPU time 
for small forks by another 6 percent. 
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